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Abstract

In a complex chip, many teams contribute blocks to the final result. Different blocks may have different verification needs: some of these differences are due to the technical nature of the blocks themselves; others derive from legacy constraints, and even the desire to experiment with a new approach or tool. This paper discusses a flow that melds together these competing needs.
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The User Interface to Verification
A common role of the verification engineer is to create the infrastructure for running tests. This infrastructure supports the patterns of testing that are required for the project. This set of patterns, and the manner in which they are supported, is the “Verification Flow”. I like to think of this flow as being the user interface to verification.

I use the term “User Interface” in a broad sense. In addition to interactive human users, I also consider scripts (and script writers) that need to interact with the flow. When I think about human users, I consider not just engineers using their favorite CLI or GUI, but also managers who may prefer a simple web-based status view.
When constructing a verification flow, it is all too easy to succumb to the desire for simplicity. If we define only one way to do things then our user interface design becomes much simpler than if we must support a diverse set of users with competing requirements. I explore the reasons why the simple approach breaks down as the scope of the verification challenge increases.
Once we decide that we need to support diversity, we need for an efficient means to do so. We must understand the reasons that underlie the diversity in order to identify aspects of the flow that we can standardize. We can look to software engineering principles to guide us in these decisions. Robert Martin describes a number of these principles (2).

The design of the flow cannot be based entirely upon software engineering. If we believe that the flow is the user interface to verification then we must also call on the principles of user interface design. For example, Joel Spolsky writes that “a user interface is well-designed when the program behaves exactly how the user thought it would” (3). We cannot design a solid flow without keeping in mind how its users expect it to behave. We cannot force our users to work the way we would like them to, though we can guide them by focusing our efforts on making some paths especially easy to follow: “Order through Apathy” as a colleague likes to say.
We attempt to provide a flexible environment that lets an ecosystem of approaches evolve while steering clear of the tangled webs of unmaintainability that are so often the end result of such evolution. I do not claim to have entirely succeeded. Certainly, the system we have today is not the one I would create if the world were ideal. But even though it lacks perfection – or perhaps because of that – we can learn from it as we continue to evolve. 
Understanding Variation

When faced with a complex environment, an understandable reaction is to seek to simplify it through standardization. Standardization is important but it is equally important to not standardize things that need to vary. When you lock down those things, users will introduce complexity as they work around the impediments that you have created.

There are a number of sources of variation in a verification flow. These include:

· The nature of the design itself

· The need to support legacy 

· The fact that people are not all the same
· The need to avoid stagnation

Most people I discuss this with find that the items towards to top of this list are more obvious that those at the bottom. So as I delve into greater detail, I will work bottom up.

Reuse Vs Stagnation

Reuse is good: it avoids redundant effort. All code, however, is subject to “bit rot”. Code that works well in one project may not align well with more modern methodologies. A desire to not reinvent the wheel may slow down the adoption of newer techniques whose productivity gains would outweigh the cost of avoiding reuse. Mathematically, we might consider this to be an application of simulated annealing, where noise is deliberately introduced to an optimization process to avoid getting stuck in local maxima.
In practice we do not need to resort to the random variation of simulated annealing. We exist in an environment where people continually have new ideas and are eager to try them out. We have tool vendors who attempt to foist their wares upon us. Even our computers and operating systems change over time. All these inputs provide the necessary agitation to avoid stagnation. Our challenge is to strike a balance between resisting the forces of disruption while “embracing change” (4) to incorporate those changes that enhance our productivity.

User Preferences

“Vi or Emacs”? This simple question exemplifies the fact of human nature that we become attached to seemingly irrelevant differences. In designing a verification flow, we must be aware that some seemingly obvious standardization might not be desirable in practice. We could force everyone to use Linux, but some people prefer to debug the “C” model on Windows®. We could force all scripts to be written in Perl, but then the Python guru would be left out. It should go without saying that individual tools will have their own user preferences.

Some decisions cannot be left to the whim of the individual. If a team decides to use a Vera testbench, then it is not productive for one team member to write their tests in E. Taking a broader perspective, however, it can be reasonable for different teams (design-units) to use different languages. This allows us to probe the effectiveness of different tools without committing an entire project to the result. It also exposes engineers to the different approaches of these languages: this lets them to make more informed choices for their future work.

At some level, though, we must control the choices. If every team uses completely different flows then there is a dilution of the resources available for development of infrastructure, and less leverage of the investment in that infrastructure. It also becomes difficult to move people from one design-unit to another: as a project progresses, managers see some units approach completion faster than others, and need to divert resources to rebalance the schedule. It is important to provide an underpinning of commonality to facilitate this migration.

Trapped by Legacy

You can enforce a single way or doing things or you permit people to go their own ways. Either way, when you attempt to reuse the results of that work in a future product you will inevitably find that it comes with strings attached. This is especially troubling if you follow a “one correct way” approach and mandate that all units follow a standard flow. You then need to choose between making an exception for the reused block, and recoding the verification environment to the current project’s preferred style. You could, of course, decide to create conformity by reusing the old project’s “one true way” on the new project. But that approach leads to stagnation – and is impossible if you attempt to enforce it when reusing modules from multiple difference sources.
We must recognize an exception here. If a unit is used, unchanged, in the new project then there may be no need to bring across its encumbering baggage. We can verify it in the old flow and simply bring across the raw RTL. We would then rely on system testing to validate the unit in its new environment.
Verifying Random Logic
Different modules place different requirements on verification. The verification approach used for complex control flow logic may be different from that used for math units. Some blocks simply route data without changing it. Other blocks have visible effects that are not predictable without knowing the precise timings of interactions of transactions within them: in extreme cases with multiple clock domains even a cycle-accurate model cannot predict the expected results (5).
There are numerous verification approaches that have been developed for these different scenarios. Although it might seem possible to construct a super-methodology that is the union of all of them, such an approach would be overkill for the designer whose module is easily verifiable with a pure-Verilog self-checking testbench. I do not attempt to enumerate all the approaches: instead I aim to provide a framework into which an ever increasing number of approaches can fit.
User-Task Analysis

If we think of the verification flow as a user interface then it is natural to apply the techniques of user-interface design when we design it. Joel Spolsky’s book has the advantage that it is available online (6): he describes a number of principles:
· A well designed interface behaves exactly how the user thinks it should
· Well-designed objects make it clear how they work just by looking at them (a concept known as “affordances”)
· A foolish consistency is the hobgoblin of little minds (a quote from Ralph Emerson)

· When you provide an option, you’re asking the user to make a decision

· Users don’t read the manual
Although these ideas provide general advice rather than specific rules, I kept them in mind when designing the flow. Later he does give step-by-step instructions. Even though they refer to graphical user interfaces, it is instructive to follow them:

1. Invent some users

2. Figure out the important activities

3. Create the user-model – how the user will expect to accomplish those activities

4. Sketch a first draft

5. Iterate the previous steps
6. Watch some real users; and iterate again

The following paragraphs provide a brief summary of the results of these steps in the context of a verification flow.

Invent some users

Literally, we invent some users, and describe how they interact. It is good to give these users actual names, because this makes them feel more real. In reality, I focused on real people when designing the flow: in hindsight it may have been better to abstract them. The following list describes four hypothetical users:
· Alf is new to the company. He needs to get started, and then will gain knowledge of the unit by attempting to debug some failing tests

· Bob is the lead designer for the unit. He is very knowledgeable about the unit, and can debug the really tricky problems. When he’s not debugging tests he spends a lot of time optimizing the timing and area of the block
· Chris is the testing Guru. She writes huge numbers of tests, often as Perl scripts, and also adds monitors/checkers to the testbench. It’s not her job to debug the RTL, but she does need to check that the tests are good – reporting neither false-passes nor false-fails.
· Dan is a manager, overseeing multiple blocks. He wants regular reports of the unit’s status. He likes to know how many more tests need to be written, how many tests are currently passing, and how much time is being wasted (and why).

This list is not complete and does not need to be, yet. If space permitted, we would refine it in later iterations of the process.
Figure out the important activities

There are two ways of approaching this. We can list specific steps/tasks, or we can list the goals of the activities. User-interface design tells us to focus on the latter, though it does appear that the “debug” task may require the former.
· Alf needs to check out the tree from our version control system, build it, and then run a simple “sanity check” to confirm that his environment is working. Then he’ll need to identify a specific test to debug, which he’ll then drill into to localize the bug.

· When Bob is debugging, he needs exact control over the tools that he runs. He doesn’t like layers of scripting between him and the tool he is attempting to run (this contrasts with Alf who, being unfamiliar with the environment, is happy to accept any help the scripts can provide). However, when Bob is working on timing/area optimization, his main concern is to not break the code: he needs to run a simple regression suite, and he needs to run it often.

· Chris needs to understand the infrastructure, because she is writing code that interacts with it. She needs to create tests, modify the testbench structure, add “diff scripts”, etc. As the tests become more intricate, she’ll add options to the testbench to help hit various corner cases. And, of course, should use coverage tools to help direct her efforts.
· Dan likes simple summary reports, and also likes to be able to drill down to the details. A web-based interface is ideal, because it provides up-to-date information without needing to pester Bob or Chris. Of course, this does require some automated system that runs the tests and updates the results database.
There’s a lot of overlap between these users, so let’s summarize the activities:

· Run sanity tests, or a larger regression suite

· Run a single test. When debugging, run subsets of the flow (with additional debug information)

· Run specific tools against a single test

· Add a test (or test-generator)

· Add unit-specific options to the testing framework. In general, customize the tools in the flow.

· Create status information (automatically) for management – either static web pages, or a database that can be dynamically queried.

Create the User Model
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We created a simple model for thinking about the flow. This model consists of five phases. Not all of these phases are appropriate for every environment; but we have not found any units whose testing needs could not be fit to this model.
The “Build” and “Generate” phases are concerned with generating and compiling the testbench and tests. In the “Build” phase, we build the files that are not specific to any single test. For example, we compile the testbench. In the “Generate” phase, we create test-specific files. The distinction is needed because it affects how we distribute the tasks onto our compute farm. In some cases, all of the work is in one of the two phases; and the other is a no-op.
The VSIM phase is where we run the simulation of the design. “VSIM” stands for “Verilog Simulation”, and the name has stuck even when the Verilog in not the primary language.

The CSIM phase is used to run the predictor model (typically written in C++). Its relationship with VSIM is interesting. Depending on the verification requirements of the unit, it may run before, after, or in parallel with the VSIM phase. In some cases, there is no predictor model and the Verilog testbench is self-checking. Even when the predictor model is tightly bound in a co-simulation with the Verilog simulation, we maintain the fiction of separate phases when we report the results.

Finally, the DIFF phase is where we attempt to divine whether the behavior of the CSIM and VSIM are sufficiently similar to warrant that the test passes. If it fails then we attempt to localize the failure down to the first failing comparison point.
Sketch a First Draft
Our user model is focused on what we mean when we say that we are running a test. We now need to map this onto an actual interface with which the users will manipulate this model.
An early decision we made was to build our environment on top of “makepp” (7). Makepp is a open-source replacement for “make” which fixes many of the perceived weaknesses of “make”, such as incomplete dependencies and recursive make (8). This is described in detail in (9).
The architecture of the flow was envisioned in terms of complete dependencies, with every test depending on its testbench and all of its input files. This is a concept borrowed from software unit testing, where dependencies are used to determine which unit tests to run after a change to the source code.

Simple tests are run by simply naming a test group as the target of the build:

makepp sanity
makepp regress

makepp all
We can see that Alf would use the “sanity” target for his initial validation of his tree. After that, he might run a specific test:

makepp known_bugs TESTNAME=test42

After observing that it fails, debugging might start by adding an additional option:

makepp known_bugs TESTNAME=test42 DUMP=1

Adding DUMP=1 enables dumping of waves from the Verilog simulation. It is apparent from these examples that our decision to base our user interface around a make-like tool causes us to express our options as “variable=value” settings on the command line. This may be at odds with the more familiar “POSIX” style options (10) that users may expect.
Iterate over the design
The purpose of iteration is to refine the concepts. We need to match the interface design to the users and activities we identified earlier.
We seem to have a good match against the requirements of Alf. He runs the “sanity” target to get started; and then can run a specific test with waveform dumping to work start debugging a test.

But Bob, our first power-user, sees a problem: When debugging you don’t want a “make” process to recompile stuff. Our solution is to ensure that each phase of the test writes a log file that contains the exact command line needed to rerun the phase. Bob is able to use this to perform detailed debug without layers of scripts getting between him and tools. To make life even easier, we added a tool that would automatically extract and run the command from a log file.

This satisfies Bob, but not Chris. She is manipulating the environment, so want to rerun tests using the standard interface, but bypasses the parts she is not currently debugging. So we added options to suppress phases:
makepp BUILD=0 GEN=0 CSIM=0 DIFF=0

This has the desired effect (run only VSIM), but seems clumsy. What we want is to run just a single phase, and disable all the others:

makepp VSIM=1
This seems to work, but is it a good design? Does it fit a user’s mental model – do they expect that enabling one phase will disable the others?

The exact semantics we defined were:

1. By default all the phase control variables default to “1”. If a phase set to zero, then that phase is disabled

2. If any phase is set to “1”, then all other phases now default to “0”

This is one of those things that are natural only after you’ve been told about them. Yet it is perfectly consistent with natural language: when I ask users what they want to with phases they do tend to fall into two categories: “run all except …” and “run only ...” The semantics do indeed match a user’s mental model, though not their initial expectation.
Finally, we must consider Dan’s requirements. He does not want to run command line tools: he wants to browse results using his web browser. Our initial response is to set up an automatic process that run a full regression every night and dumps the results to a database.

Watch some Real Users

It didn’t take long to get the flow into the hands of its users. The feedback was mostly positive – a few defaults needed to be tweaked, but the underlying model seems to work well for everyone. There was one major problem, however: performance.
Our original decision to base the flow on makepp had the advantage that it was possible to build the testbench on demand: the use could focus on simply running tests. But users “knew” that they’d already built the testbench, and it was taking makepp up to half a minute to determine this for itself. This was mitigated to some extent by setting “BUILD=0”, but this did not appear to be adequate: the “GEN” phase was adding back many of the dependencies.

The underlying problem was that makepp does its job too well. Unlike GNU make, it always builds a complete graph of the dependencies, and tests that they are all up to date. Users were expecting performance consistent with the more familiar GNU tool. We documented options that downgrade makepp to only build files under the current directory but that didn’t stop the complaints. We had run up against two principles of user-interface design:
· When you provide an option, you’re asking the user to make a decision

· Users don’t read the manual

We needed to make the option as simple as possible; and we needed proactively remind users to use it. But we didn’t want it to be the default: it was clear that the correct default is to sacrifice performance to guarantee correctness.

The raw makepp options were:

makepp --dont-build <dir>

makepp --do-build <dir>

To build only in the current directory, a user was forced to write

makepp --dont-build / --do-build .

That is, “don’t build anything under the root directory (“/”) unless it’s under the current directory (“.”).” This is too complex for the typical user, especially if they need to use it most of the time.

We needed to add our own options in front of makepp. We were able to do this because we don’t allow users to run the tool directly: we used a wrapper script that we call “nvmk” (“NVIDIA make”). In this wrapper script, I added the concept of a “build cone”.
nvmk --cone <dir>

A “build cone” is a subsection of the directory tree that we allow makepp to build. The name “cone” is familiar to designers who talk about “cones of logic”. This one option replaced the two options of makepp, which was easier to use. The most common use is to select the current directory as the cone, so I added a shortcut for that:

nvmk –c.

This solved the performance problem but still didn’t solve the problem of letting users know of its existence. We needed to proactively inform users of the option; and to do this we needed to instrument the build. We measured the number of files modified and the elapsed time to do so. I did two things with these measurements

· Logged the information to gather a performance profile of the flow over time

· Added heuristics to the build: when the heuristics infer that the user should be using the “--cone” option we emit a message that suggests that the user do so.

Over time, the complaints died away. I do, however, continue to monitor the logged performance profile. Periodically I see dramatic shifts that need to be tracked down and resolved. These days, the emails complaining about performance problems are sent by me to the users, rather than the other way around.
Infrastructure Technology
In addition to the command line interface we also need a programmers’ interface. Our flow requires every unit to provide two configuration files: a Makefile and a Perl module. The conceptual split is that the Makefile defines the dependencies while the Perl module controls everything else.

A Flexible Makefile
There is a common perception that Makefile based flows are impenetrable by the uninitiated. Although the Makefile can be extremely simple:

MODULE := foo
include "common.make"

the included “common.make” file can be highly intricate. It is often maintained by some centralized entity (often a single person) and no one else understands how it works.
I made the explicit decision to avoid this style. I wanted to modularize the flow in such a way that end users would know (or at least be able to work out) what their makefile is doing. I adapted well known C++ principle of not paying for what you don’t use (11) to guide the makefile structure.

We knew that we wanted to support a diverse set of testbench styles. It makes sense, therefore, that a makefile should know about only the paradigm(s) that is (are) actually used by the unit. The structure of our Makefiles was to include a relatively large number of “make modules” that would each have a well defined purpose.

As an example, consider that the unit decided to use a pure-Verilog testbench, generated by a tool named “tbgen”. The Makefile might contain a section that looked something like:
...

TBGEN.top_level_module := unit_top.v

TBGEN.default_clock := clk

TBGEN.idle_expression := unit_top.idle == 1’b1

include "tbgen.mk"

...

The important things about this code are firstly that the included module has a single well defined purpose; and secondly that the names of variables that control it are all prefixed by the module’s name. Even though there is no automated enforcement of this convention, its adoption greatly simplifies maintenance of the Makefiles. The module, “tbgen.mk”, is itself only a few tens of lines in length.

The requirements are not this simple, however. Some options need work for many modules, irrespective of their implementation. An example is “DUMP=1”, which I introduced above as the way to enable waveform generation from simulation. We need to generate these waves irrespective of which tool is used to run the simulation.
There are two obvious approaches to this, and in retrospect I think we chose the wrong one. Our approach was to have one “master” module whose job was to convert these “command line” options into appropriate settings for the various modules. The problem with this approach is that we now have one master module that knows how to control all of the others.
A better solution would probably have been to distribute the knowledge – and we will probably evolve our flow towards this in the future. Each module would know which options should influence it, and implement them appropriately. The downside to this approach is that now there is not one single point of definition for the standard command line options. We need to avoid the pitfall of allowing each module to create a different name for the same command-line concept.

The ultimate solution, however, will probably be a combination of the two: a centralized interface with distributed implementation. A central module to convert the command line to canonical settings that are used decentralized modules. For example, “DUMP=1” would set not only “OPTIONS.dump_waves := 1” but also related options such as start and end times for the dumped waves. This centralizes the relationship between these setting while allowing decentralization of the use of the resulting knowledge.

Fine Grained Flow Control
When I described the user model (the flow) I wrote that not all environments use all of the phases. And even when they do, the actual activities that comprise the phase may need to be customized for a unit. We enable this customization by defining the flow as a set of Perl classes. A base class defines the flow itself – the “template method” pattern (12) – and subclasses provide the implementation of each of the phases.

The complete details of our class structure are not important. What is important is that we have evolved a diverse set of “Test Classes”, which define the different testing strategies that teams are using. Approximately half of these classes are provided globally as part of our infrastructure, while the others are defined by individual units to define their variation of the flow.
In addition to these Test Classes, there are numerous other aspects of the infrastructure that can be controlled by a configuration file associated with each unit. I considered two approaches for this configuration: one is to provide a large set of options that can be set by the unit; the other is to allow the unit to violate encapsulation, and directly manipulate the scripts that run the tests. I decided that both approaches were necessary.
Where it was obvious that specific types of customization were needed then I provided an explicit mechanism. Sometimes this entailed adding a command-line option; other times I allowed the unit to define code blocks that are run at appropriate times (13).

But there were other times when it was not obvious that a feature needed to be controlled by the unit. Or if it was, then it was not clear what form that control should take. On those occasions I simply left open the possibility of Perl hackery.

Perl has a reputation of being prone to unmaintainable code. Part of that reputation is well earned, for Perl does not enforce strong encapsulation: I took advantage of this “feature”. Each unit has a “config” file, which is simply a Perl file that is included into the main script that runs tests. When a unit required an unforeseen variation, I could implement it as inline code in that file. This allowed the unit verification to make progress while I worked out how to implement the feature cleanly.

This is obviously a risky technique: a “hack” that is implemented and then forgotten could have repercussions in the future. To mitigate this danger we filing bugs against each such hack. Sometimes it is expedient to do things that are obviously “wrong”. The benefit is not just that the unit that required the feature is able to make progress: a greater benefit is that the pressure to implement the feature in the central infrastructure is reduced, thus allowing us to spend the time to find a clean implementation.
Discussion

A Multi-Paradigm Flow
My description of our flow has not focused on its multiple paradigms. Instead I have described a flow that is paradigm-agnostic. Many of the features of the flow design would be similar for a flow that was more focused on a specific verification approach. We could still approach it as an exercise in user-interface design but the descriptions of the users and their activities would be more tightly bound to the methodology. The user-model would describe the specific flow rather than a general one.
When I look back at how the flow has evolved over its life it seems to me that it is not as agnostic as it could be. It has demonstrated a flexibility to incorporate both legacy units and visionary units that explore alternative verification tools; but it is clear that there is a preferred methodology that works without significant customization by the unit.

This “preferred” methodology is defined by the defaults in the flow. Every option has a default behavior, and these default behaviors bias the users towards a specific verification approach. I do not believe that our defaults are always correct: they are often chosen arbitrarily.

An unfortunate property of defaults is that they are difficult to change: such changes tend to disrupt the verification of all the units that depend on the previous values. Yet to not have defaults would be equally disruptive, as without defaults it would be prohibitively expensive to add any new option. Without defaults every unit would need to set an explicit value for every new option.
The time to change the defaults is when the environment is moved to a new project. Here, many of the units that use the current “default” flow will become legacy units. The goal of the flow is not necessarily to make all non-standard units trivial to integrate: it is to make such integration possible (and not too difficult). New projects can define their own preferred methodology by setting their own defaults while continuing to support all manner of variations.
Summary

I have described the creation of a multi-paradigm (or paradigm-agnostic) flow that treats the flow as a user interface. A flow is not a graphical user interface, but many of the techniques can be borrowed from that field.
User interfaces are often messy. When we design software we often strive for normalization: we minimize repetition and attempt to factor common code into cleanly encapsulated modules. User interfaces, on the other hand, benefit from repetition that establishes patterns that they use to predict the behavior of their actions. The construction of an explicit user model guides the development of the flow.

Users value responsiveness. On one occasion, this required the addition of option that compromise correctness of the build – explicitly breaking the dependency graph. On other occasions the required “quick hacks” that violated encapsulation to provide requested features.
The role of a verification engineer is more than just a writer of tests. We need to create infrastructure that allow our work to live over multiple projects. We need to create flows that others can follow, and not be bemused by our idiosyncratic choices. Focusing on the verification flow as a user interface has been an interesting and effective approach.
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